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ABSTRACT

The amounts of heterogeneous data that an
organization is provided nowadays, has made
information management a seriously complicated
task. In the context of the present work, a
platform for information management through
document analysis and warehousing is
introduced. Workflows employing Natura
Language Processing (NLP) and Information
Extraction (IE) components are used in order to
extract semantic information from documents.
This information is warehoused in a way to
enable its efficient retrieval as well as further
discovery of knowledge with the use of data
mining methodologies.
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1. INTRODUCTION

The rapid rate of growth in the amount of
information available these days has led
information overload to hit tragic proportions.
The dituation has grown worse with the
propagation of the World Wide Web, which
contains vast amounts of unstructured and diverse
information. Consuming and exploiting al this
knowledge is extremely difficult, yet it can
provide tremendous benefits.

In the context of the IST project Parmenides
(IST-2001-39023), a framework for information
management was developed. The Parmenides
framework covers al phases of the document
lifecycle, from collection to storage and retrieval.

Information extraction (IE) and Natural Language
Processing (NLP) techniques are utilized in order
to achieve semi-automatic semantic annotation. A
gpecialized XML schema accommodates the
document metadata and facilitates indexing for
efficient knowledge retrieval. All individua
components are integrated under a software
platform.

The remainder of this paper is organized as
follows. Section 2 presents some related work
that has been carried out in the area of
information extraction and management. The
document lifecycle as this is defined in the
Parmenides framework is introduced in section 3.
Section 4 describes in detail the information
management tasks that the user can execute in the
Parmenides integrated software platform. Finally,
the paper is concluded in section 5.

2. RELATED WORK

Numerous systems with varying capabilities on
information extraction and management have
been developed. GATE [5] is an architecture for
language engineering developed at the University
of Sheffield, containing a suite of tools for
language processing and information extraction.
GATE's IE system, ANNIE, is rule-based, which
means that unlike machine-learning based
approaches, it requires no training data [11]. On
the other hand, it requires a developer to create
rules manually, so it is not totally dynamic. The
architecture consists of a pipeline of processing
resources which run in series. Many of these
processing resources are language and domain-
independent, so that they do not need to be
adapted to new applications [10]. Pre-processing



stages include word tokenization, sentence
splitting, and part-of-speech tagging, while the
main processing is carried out by a gazetteer and
a set of grammar rules. These generally need to
be modified for each domain and application,
though the extent to which this is necessary
depends on the complexity and generdity of the
domain. Due to its open and extensible
architecture, GATE has been used in various
domains|[6, 9, 12].

IBM® Unstructured Information Management
Architecture (UIMA) [1] is a software
architecture for developing and deploying
unstructured information management (UIM)
applications. A UIM application can be generaly
characterized as a software system that anayzes
large volumes of unstructured information in
order to discover, organize, and deliver relevant
knowledge to the end user [8]. In analyzing
unstructured content, UIM applications make use
of a variety of technologies including statistical
and rule-based natural language processing,
information  retrieval, machine  learning,
ontologies, and automated reasoning. UIM
applications may consult structured sources to
help resolve the semantics of the unstructured
content [7].

Ellogon [2] is a text engineering platform
developed by the Software and Knowledge

Semi-automatic
Ontology
construction
and
maintenance

Engineering Laboratory of N.C.SR.
“Demokritos’, Greece. Ellogon is a multi-lingual ,
cross-platform, general-purpose text engineering
environment, aming to aid both researchers in
the natural language field or computational
linguistics, as well as companies that produce and
deliver language engineering systems [13]. An
infrastructure is provided for managing, storing
and exchanging textual data and the associated
linguistic information. Ellogon is based on a
modular architecture that allows the reuse of
Ellogon sub-systems in order to ease the creation
of applications targeting specific linguistic needs.

3. THE PARMENIDES ARCHITECTURE
Figure 1 illustrates the architecture adopted in the
Parmenides framework. It mainly consists of
components for the construction and maintenance
of the Document Warehouse (DW). The
document lifecycle begins with its collection and
conversion to an XML-based annotation scheme.
The documents can be of various types. web
pages, e-mails, word processor documents, etc.
An agent-based document collector gathers these
from various sources and converts them into
XML for further processing. The utilized XML
scheme is called Common Annotation Scheme
(CAS) [14]. CAS dlows a wide range of
annotations: structural, lexical and semantic or
conceptual .

— — — — -

= T
9 Agent-based Document

retrieval system [ V| convertor/Basic i‘>

processing

Semantic -based Conceptual

annotation

Document content metadata.

Search and retrieval metadata.
Text Mining metadata
Storage Metadata

Temporal
Knowledge
Discovery
techniques:
1.Trends Analysis
2.Temporal validity
of knowledge

Figure 1. The Parmenides ar chitecture



Next, a conceptua annotator extracts temporal
semantic information from the documents, by
applying information extraction and lexica
chaining techniques, including tokenization, part
of speech tagging [15], sentence splitting,
categorization [4, 17], ontological lookup and
rule-based IE [3, 16]. During this process, the
Domain Knowledge is provided by Doman
Ontologies, through their classification and
organization of the concepts of the domain. The
semantic annotations are stored inside the
document with the use of the proper CAS
structures, thus enriching the document with
metadata.

The anaysis of documents is organized in
workflows (user-defined pipelines of analysis
tasks), which can be fully customized by the user.
New analysis components can be added and
others can be removed, according to the
information that the user seeks to retrieve. At the
end of each workflow, the documents are stored
in the DW. The DW contains both documents
and metadata based upon the extracted semantic
contents of the documents.

The DW is further exploited in a number of ways.
Temporal knowledge discovery is achieved
through the incorporation of tempora data
mining methodologies. Trends analysis and
pattern evolution is performed in order to trace
significant changes in patterns over time. By
providing the means for several ways of efficient
exploitation, the Parmenides framework holds the
potential for serving as a source of Business
Intelligence.

4. THE RESOURCE MANAGER
PLATFORM

The Resource Manager is a software platform
that integrates the resources used in the
Parmenides architecture for the Document
Warehouse construction and  maintenance.
Through the Resource Manager, the user can
manage the components used for the collection,
conversion and anaysis of documents. The ability
to organize these components in workflows is

also provided. Finally, the user can inspect and
perform queries on the documents and their
metadata.

4.1 Components

Every component is characterized by the type
(format) of the documents it can process and the
type of the documents it produces. These
document types are identified with URLs
pointing to the schema through which the
document’s contents are validated. The Input
URL identifies the format of the documents that
the component can understand and process while
the Output URL identifies the format of the
produced document contents. These Input &
Output URLs restrict also the way the
components can be put in a pipeline. In order to
put component B after component A in a
pipeline, the Output URL of A must be the same
with Input URL of the component B. The
Workflow editor uses these URLs when the user
creates a workflow. In the toolbar of the existing
components that can be put in a workflow it
activates only the compatible components with
the active (selected) component in the pane. So if
the user wants to extent the workflow by putting
another component in the pane, he can do by
choosing a compatible component.

Depending on the way that a component produce
output documents, components are divided into
two categories: Document and Corpus. The
Document components process a document at a
time and produce one or more documents as the
result of their process. On the other side, Corpus
components process a collection of documents (a
corpus) and after finishing the process of the
whole collection, they produce one or more result
documents.

The way an analysis component can be added in
the Resource Manager is shown in Figure 2. The
user needs to provide the following information
for each component he adds:

Component name: The name with which
the component will be referred to.



Component Class: this must be filled with
the full Java Class name of the
component.

Component Config: a URL designating a
file that contains the component’s default
configuration file. The file must contain
valid XML.

Component Icon: aURL designating afile
that points to a small image file. This will
be wused when creating a visud
representation for the component within
the application.

Component Schema: a URL designating a
XML Schema. This is the XML Schema
to which al the component’s
configurations must conform.

4.2 Queues

Queues ae wused as a buffering and
synchronization mechanism of the workflow
execution. Components can process their
documents in different speeds so we need a buffer
mechanism in order to be able to efficiently
connect a slow and quick component. We can
also have components that communicate with
foreign systems and must operate in a rea time
fashion. They can not be blocked by the next
component in the workflow and they want to

deliver their produced documents as quick as
possible. Most importantly, queues are necessary
in paralel execution of the components in a
workflow. This can be achieved by permitting
components to run in different threads. In this
Situation slow components can clone its instances
in order to speedup their process time and the
gueues are a safe, efficient and widely used
mechanism to synchronize different threads.

We distinguish three types of queues:

1. Smple queues that have one input and one
output end. Documents are inserted in queue
from the previous (in line) component and
delivered to the next component in the order
of insertion.

2. Broadcaster queues have one input and
multiple output queues. Every document
inserted in the queue is cloned in as many
copies as the outputs of the queue. This queue
is used if we want to create parallel lines of
execution in the workflow.

3. Concentrator queues reverse the operation of
the broadcasters. The have many inputs and
one output. The concentrate documents from
multiple paralel execution lines (pipelines)
and drive them to acommon output.
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4.3 Workflows

Execution of a workflow is totally differentiated
from the structure of the workflow. The Workflow
Executor is the module that takes care of the way
the workflow will be executed. Two intuitive
execution mechanisms have been implemented
leaving place for other more complex
architectures:

1. The Serial Executor synchronizes the
execution of al components in the same
thread. This resembles the old single tasking
operating systems where all programs share
the same processing in a single thread of
execution and the scheduler controls the
schedule, i.e. the order and the time the
programs will acquire the processor.

2. The Parald Executor starts al the
components simultaneously, letting them to
synchronize  themselves  through the
intermediary queues. Every component runs
in its own thread achieving rea parallelismin
multiprocessor machines.

There are different views of what aworkflow is:

Workflows as mathematical  formulas.
Considering the different type of components
as different operators and the different type
(format) of documents as operands of
different types, then the workflow is the
mathematic expression representing the result
of the processing.

Workflows as parallel flows of execution.
Documents are the processed units flowed
from a processing element (component) to the
next.

Workflows expressing the agent metaphor.
Components do not need to be installed and
executed localy in the same machine.
Implementing proxy components of remote
processors or message queues connecting
distributed components, we can achieve
distributed workflow execution.

Figure 3 illustrates workflow management in the
Resource Manager. By clicking at a component

inside the workflow visualization area, the user is
able to inspect the component's XML
configuration in a tree-like manner. The editor
which is being used is aware of the Components
XML Schema, thus enforcing that the
configuration’ s integrity will be kept, as far asthe
syntax is concerned.

The blue arrows mark the route that documents
will follow during their processing. The toolbar
buttons alow the insertion of new components
into the workflow.

The rules under any workflow is constructed are
the following:

The workflow graph must be connected.
No components or queues are permitted to
be lying around without having at least an
incoming or outgoing connection. Editing
the workflow through the visualization
panel ensures that this requirement is met.
The workflow graph must not contain any
circles. Editing the workflow through the
visualization panel ensures that this
requirement is met.
All edges in the workflow are directed,
either from a component to one ore more
queues, or from a queue to one or more
components. The valid graphs for
Workflows are Directed Acyclic Graphs.
An example of a dlightly more complicated
workflow is shown in Figure 4. This workflow
has the following effect: Supposing that the
RepositoryLoader loads documents A, B and C
from  the  document repository, the
RepositoryDumper marked with X will store
these documents in some location (eg.
/Documents/X). The same is true for the
RepositoryDumper marked with Y. However,
both X and Y will aso forward the documents to
the next Queue. It is clear now that the
RepositoryDumper (Z) will create two versionsin
the Repository for each of the documents A, B
and C, since the first Norma Queue doubles the
number of incoming document instances.
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Figure 3. Workflow management in the Resour ce M anager
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4.4 Document Repository

It is possible to create queries in order to search
for documents that satisfy certain criteria. For this
reason, the Resource Manager has the ability to
create and execute queries on the Document
Repository.

In the example of Figure 5, there are two panels
that appear next to the tree view. The one shows
the actual query, whereas the other one shows the
results that the query produces.

Document Repository Queries may vary from a
simple expression, to a complex logicd

expression using operators AND, OR and NOT
on simple expressions. Asfar asasimple query is
concerned, we can request that results must
satisfy a query by filename, a query for a specific
word, a query for a specific XPath' rule for XML
files and finaly, a query for one or more words
under a specific XPath.

L http://www.w3.org/ TR/xpath
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Figure 5. Query example in the Document Repository

4.5 Metadata Repository

The semantic information gathered during the
analysis of the documents is accommodated in
the Metadata Repository. The Metadata
Repository allows for warehousing and retrieval
of the documents semantics.

An interface for visualy building queries in the
Metadata Repository is provided by the Resource
Manager. The user can use the tables of the
repository to form queries in order to retrieve
specific semantics. For example, a query could be
targeted to the products that have been devel oped
in the last 6 months and the developing company
has participated in a market alliance. Each query
is translated into XML Query (XQuery)? and is
applied on the CAS documents of the metadata
repository. Figure 6 shows an overview of views
and query capabilities of the Resource Manager.

Views of al types of metadata are availablein the
Resource Manager. For example, the user can
inspect the named entities, time expressions,
events and relations that have been discovered in
the anayzed documents.

2 http:/Avww.w3.org/X M L/Query

Queries on the Metadata Repository retrieve
tuples instead of documents from the existing
views on the metadata table. The Query Editor is
similar to the Document Repository query editor.
As seen in Figure 6, there are three sections
below the “Query” node. The first section is the
Tables section. The user chooses which views
should be used in the query. Since the editor
produces an SQL statement to be executed, a fair
guestion is how these tables or views are joined,
and with what criteria The answer is that all
views used are joined so that their tuples refer to
the same document. All views contain the
document id for the document that they refer to.
As a result, when we are looking for documents
with entity type “heart_disease”, the two views
are joined by the document id they refer to.

The second section is the “Columns’ section. The
user must add all the columns of existing views
he wantsto view.

The Rules section allows the user, through a
mixture of simple expressions, to limit the
number of tuples to those that satisfy various
criteria. The example of Figure 6 utilizesasimple
expression defining that only PEntities with type
equal to “heart_disease” should be returned.
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Figure 6. Views and queries on the M etadata Repository

5. CONCLUSIONS

The present work investigated the area of
infformation management. A platform was
presented, which allows for document analysis,
warehousing and retrieval. Through the use of
customized workflows, documents are gathered,
converted to a gpecidized XML schema,
analyzed with NLP components and stored in a
warehouse. The warehouse provides the ability of
guerying on metadata, as well as on the
documents themselves.

The proposed platform provides the ability to
efficiently manage large amounts and different
types of organizational data. Nevertheless, its
ultimate purpose is the extraction of Business
Intelligence. The metadata warehouse holds the
resources needed for data mining methodologies
that will lead to the discovery potentialy
significant knowledge.
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